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Summary

The Forecasting Ocean Assimilation Model (FOAM) system is an operational deep-ocean forecasting system that assimilates satellite and in situ observations including Argo profile data and satellite altimeter measurements of sea surface height. This report presents results from three investigations of the impact of the Argo and altimeter data on the operational system. The investigations focus on the spin-up of a high resolution model, testing carried out in preparation for the introduction of the assimilation of salinity profiles, and the impact of the data on a parallel operational model run. In all three cases, the data are seen to be beneficial, and lead to improvements in the quality of outputs from the FOAM system. 
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1. Introduction

Until recent years oceanographers seeking to initialise ocean models for nowcasting or forecasting have been hampered by sparse data coverage, particularly of subsurface data, with large regions of the world oceans being unobserved. The rapid advances in satellite measurement of ocean parameters over the last two decades have gone a long way towards addressing this problem for surface parameters. The advent of satellite measurements of sea surface height using altimeters has allowed the inference of information about subsurface properties from space-borne measurements, and for the first time has provided global information about the 3-dimensional structure of the ocean.

It has long been recognised, however, that it is the synergistic use of satellite and in situ measurements of the ocean that holds the key to an accurate description of the ocean structure. In consequence the sparseness of the subsurface observation network has remained an obstacle, and the logistical problems involved in taking ocean observations has hampered the progress that has been made to overcome this using the Ship of Opportunity Programme XBT system. 

The Argo programme (Argo Science Team, 1998) aims to make a major impact on the deficiency in the ocean in situ observing network through the deployment and maintenance of 3000 autonomous profiling floats, with a relatively uniform distribution throughout the world ocean. Argo float deployments began in 2000, and the number of floats deployed within the programme continues to increase towards the target, with nearly 900 active floats at Sep 2003. The vast majority of floats report regularly and in real time, giving the most extensive network of subsurface ocean observations that has ever been available. The investment in profiling floats has supported the on-going development of the float technology, resulting in observations of sufficient quality for use in a variety of applications from operational short-term ocean forecasting through to long-term climate change detection.  The investment in Argo has, however, been considerable, and can only be sustained if on-going benefits can be demonstrated. 

Whilst the Argo network develops rapidly, the current generation of satellite altimeters provide unparalleled sampling of both space and time scales. Data is currently available from three altimeter missions: Jason-1, Geosat Follow-On, and Envisat, which provide complementary data sources due to their different characteristics. With these missions well established, attention is now turning to the next generation of altimeters to ensure that the sampling is maintained to as great a degree as possible. The successful application of the altimeter data in a wide range of studies has undoubtedly proved its worth as a research tool, but the emphasis must necessarily now shift towards the transition to operational, as opposed to research, altimeter missions. In order to secure funding for altimeter missions from operational agencies evidence is required that the theoretical benefits of using the data can be translated into tangible benefits in operational systems.    

The Forecasting Ocean Assimilation Model (FOAM) system run at the Met Office is a real-time operational deep ocean forecasting system which has access to both the altimeter and the Argo data. The operational system consists of a data processing system, a data assimilation scheme and an ocean model and runs daily to provide forecasts of deep ocean parameters. Forecasts are produced for a range of ocean domains at a variety of resolutions, with products sent directly to customers' visualisation systems. As a relatively mature operational system, FOAM is well suited for use in the assessment of the impact of the Argo and altimeter data on a fully operational system. The operational system is described in more detail in section 2.

This report presents results from three sets of experiments aimed at assessing the impact of the data on the operational system. As such, the emphasis is placed upon experiments in an operational type environment, rather than idealised research experiments. Although this approach has some drawbacks, it does provide an insight into the real impact that the data has on day-to-day operational working. The philosophy behind the approach and its drawbacks are described in section 3. The three sets of experiments are described, and results are presented in sections 3.1 to 3.3. A summary and the conclusions drawn from the experiments are contained in section 4.

2. The FOAM system

The development of the FOAM operational forecasting system has been motivated by customer requirements for short-term forecasts of open ocean parameters. The system became operational in 1997 with the implementation of a 1( global model with 20 vertical levels, and produces real-time forecasts on a daily basis, with forecast products transmitted automatically to customers. 

The operational system comprises three main components: the ocean model, the data assimilation scheme, and the observational data extraction and processing system. Various developments have been made to all three components of the operational system since its initial implementation. The following sections describe the current status of each of the three components in turn.

2.1  The ocean model

The ocean model that underpins the FOAM system is an implementation of the ocean component of the Met Office’s Unified Model, and as such is the same model framework as that used for both seasonal forecasting and for research into climate change. The model is a primitive equation, z-coordinate model, developed from the original Bryan (1969) model, and uses a rigid-lid formulation. The model includes a thermodynamic sea-ice model based on Semtner (1976) and Hibler (1979), and a dynamic sea-ice component based upon Bryan et al. (1975). The Unified Model implementation allows numerous alternative parameterisations for many of the physical ocean processes. The options selected in the FOAM system used in these experiments include the vertical diffusion scheme of Pacanowski and Philander (1981); a mixed layer scheme based on Kraus and Turner (1967) and Davis et al. (1981); vertical mixing of horizontal momentum based upon Large et al. (1994); lateral mixing of tracers along isopycnals using the method of Griffies et al. (1998); and a third-order upwind advection scheme as implemented by Holland et al. (1998). A full description of the basic FOAM ocean model formulation can be found in Bell et al. (2000).
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Since the implementation of the global 1( FOAM configuration in 1997 there has been a requirement to develop products at higher resolution. The approach adopted to meet this requirement has been to develop a nested model system that enables limited area high resolution models to be run using real-time boundary data produced by the lower resolution models. The one-way nesting of the high resolution models is achieved using the Flow Relaxation Scheme. The high resolution model domains frequently use rotated coordinate systems to ensure that the grid resolution is uniform throughout the nested model domain, and to allow the model’s boundaries to be chosen to minimise the areas of land falling within the domain, and hence maximise computational efficiency. The formulation of the nested models is described in more detail in Storkey (2003). These developments led to the introduction of a 1/3( rotated-coordinate North Atlantic and Arctic model to the operational system in 2001, and this model together with the Global 1( model form the core of the current operational modelling capability. The domains of these core models are shown in Figure 1. 

The models running in the operational FOAM system are provided real-time surface forcing from the Met Office operational Numerical Weather Prediction (NWP) system. These surface fluxes are six hourly averages produced through the NWP analysis and forecast cycle, and the same NWP fluxes are used for the experiments described here.   

2.2  The assimilation scheme

Two different formulations of the FOAM data assimilation scheme are used in the experiments described in this report, each of which is described below. The first formulation is that currently used in the operational FOAM system, and has remained relatively unchanged since the initial implementation of the system. The second formulation is the product of recent work aimed at improving the use of the data in the FOAM system. Although based on the original formulation, this upgrade represents a significant departure from the current scheme, and is expected to have a significant impact on the quality of the FOAM products. The upgraded scheme is due to be implemented in the operational system in October 2003.

2.2.1 Current operational scheme

The current operational data assimilation scheme is an implementation of the Analysis Correction scheme of Lorenc et al. (1991). The scheme is an iterative successive correction method, which gives an approximation to Optimal Interpolation. Full details of the scheme as implemented in the FOAM operational system are given in Bell et al. (2000).

Analysis steps are interleaved with model timesteps, with observations assimilated over specified time windows that reflect the typical decorrelation time scales of ocean features. As such, these time windows are typically relatively long (the operational system uses windows of 20 days for profile observations, 10 days for surface observations), and the impact of the observations on the model is only slowly realised. 

The spatial extent of the influence of the observations is determined by the forecast error covariance, which is modelled within the scheme by a second-order auto-regressive function with specified decorrelation length scales.  In the operational system these scales are generally taken to be uniform throughout the ocean domain. 

The ratio between the observation error and the model background error, which determines the relative weight given to the observations and the model background field, is specified to be 1. This results in approximately equal weight being given to the model and a particular observation over the time window during which it is used in the analysis steps.

In general, the multiple iterations of the scheme can be applied within each analysis step, and correlation scales can be adjusted as the iterations progress. Convergence to the optimal solution is most rapid when multiple iterations are used with successively shorter correlation scales used on each iteration. However, due to the expense of applying multiple iterations of the scheme, the operational system uses just a single iteration, and in consequence convergence to the optimal solution is relatively weak.

The scheme assimilates the observations in ‘groups’ which consist of particular observation types: iterations using altimeter sea surface height data, SST data, and temperature profile data are applied in turn on each analysis time step. 

The altimeter observations provide information about the sea surface height (see Section 2.2.3 below), which can be used to calculate rigid lid pressure increments. The basic assimilation scheme described above is then used to determine the spread of these increments in space and time, in turn generating an analysed rigid lid pressure increment field. These grid point rigid lid pressure increments are projected on to sub-surface temperature and salinity increments using the method of Cooper and Haines (1996), which achieves a specified pressure increment through a vertical displacement of the local density profile. Further details relating to the implementation of the altimeter data assimilation in the FOAM system can be found in Hines (2001).

The scheme only attempts to extract mesoscale information from the altimeter data. Thus altimeter data are not assimlated into the global model and assimilated into other models using a background error correlation scale of only 60 km. The background error correlation scale used to assimilate the temperature data is 300 km. 

For each group of observations, following the computation of increments to the model temperature and salinity fields, balancing geostrophic velocity increments are calculated and are applied to the model velocity fields. This step together with the sequential application of iterations of each of the groups of observations gives the scheme a multivariate nature.

2.2.2 New scheme

The upgrade to the data assimilation scheme within the FOAM system is the culmination of many months of development work, and has now been prepared for operational implementation. The upgrade includes changes to both the structure, and the formulation of the assimilation scheme. 

The restructuring of the assimilation scheme enables the analysis steps to be separated from the model time steps; a well-defined analysis is first computed, then the resulting analysis increments are nudged in to the model over the following day. Balancing geostrophic velocity increments are calculated and applied during the nudging in of the analysis increments. One consequence of this restructuring is that an analysis step now only occurs once per day, and hence the application of multiple iterations of the assimilation scheme becomes feasible. In the experiments described here, 10 outer iterations are applied to compute each analysis.

Each outer iteration consists of inner iterations of the altimeter sea surface height data, the SST data, the temperature profile data and the salinity data in turn, again providing a multivariate element to the scheme. In the upgraded scheme, the forecast error covariances and error variances assigned to the data are decomposed into two components: a mesoscale component with a short horizontal correlation scale (60 km) and relatively large  vertical scale, and a synoptic scale component with a long horizontal scale (300 km) and relatively short vertical scale. Inner iterations are applied for both of the two scales for each data type. 

The error variances, which determine the relative weight given to the observations and the model background field during the analysis step, and the correlation scales which are used in the error covariance model for the two components have been estimated using data from model integrations and observations covering several years. Details of these calculations can be found in Martin (2002). For both components, the estimated error variances and correlation scales are inhomogeneous, and the error covariance model has been extended to be fully 3-dimensional with both horizontal and vertical correlation scales computed. The multiple iterations of the scheme, together with the improved representation of the error variances and the forecast error covariances has been seen to produce much more realistic analyses than the current operational assimilation scheme.

One other significant development has been introduced that impacts on the time windows over which observations influence the analyses. The upgrade includes the implementation of a Timely Optimal Interpolation scheme (Bell et al., 2003) which enables the optimal solution to be reproduced when assimilating a sequence of subsets of available observations. This scheme enables observations to be assimilated fully on the day that they arrive, whilst giving appropriate weight to the model fields where other observations have been previously assimlated. This scheme allows observations that arrive late to be given appropriate weight, in contrast to the current operational scheme which gives too little weight to observations that arrive part way through their time window.

The current operational FOAM system was implemented at a time when in situ temperature profile data were extremely sparse with only a handful of observations used in each analysis extending below the top few hundred metres of the ocean. The impact of the few observations that were available below 1000m depth was detrimental, in particular to the model streamfunction, due mainly to the very small numbers of observations available. Prior to the improvements in data coverage heralded by the start of the Argo programme, coverage of observations below 1000m has not been deemed sufficient to allow these problems to be revisited; instead, the assimilation in FOAM has been applied to the top 1000m only. With the move to the new data assimilation and quality control systems the opportunity is also being taken to apply the assimilation at all depths at which observations are available. Hence the Argo profiles, many of which report down to 2000m, are being fully exploited in the upgraded system. 

Finally, some generalisations have been made to the Cooper and Haines (1996) scheme used to project the altimeter data on to subsurface temperature and salinity increments. These changes allow the vertical displacement of the local density profile to vary as a function of depth, enabling the displacement to be concentrated at thermocline depths. This approach is consistent with the observation that underpins the original Cooper and Haines (1996) scheme which identified a correlation between displacements of the thermocline and changes in the sea surface height. 

2.3  Observational data and processing

The operational FOAM system currently accesses most available real-time data: altimeter sea surface height data from CLS, France; in situ and coarse resolution satellite sea surface temperature data; and temperature profiles including the Argo data. The introduction of salinity profiles is imminent (see Section 3.2). The majority of the data are received at the Met Office via the Global Telecommunications System (GTS).

The quality control applied to the data prior to the assimilation in the current operational system is rudimentary: basic checks for gross errors, and a simple background check to eliminate observations that lie more than twice the climatological standard deviation (taken from Levitus et al., 1998) from the model background field. 

As part of the forthcoming upgrade to the operational data assimilation scheme, the quality control procedures applied to the data are being significantly enhanced. New quality control checks, implemented during work on the seasonal forecasting Enhanced Ocean Data Assimilation and Climate Prediction (ENACT) project, include buddy checks to ensure consistency between neighbouring observations, track checks for ship data, internal consistency and stability checks for profile data, and duplicate checks. Improvements have also been made to the vertical averaging of observation on to model levels. These changes have been proven to be effective as part of the ENACT project, and make a significant contribution towards the ability of the system to extract maximum benefit from the available observations. The upgraded quality control system has been used in all experiments described here that make use of the new data assimilation scheme.

The altimeter instruments provide data on the sea level anomaly relative to a long-term mean. In order to make use of the data in the assimilation, the sea surface height must first be reconstructed by adding the sea level anomaly observations to an appropriate mean sea surface height. The choice of the mean sea surface height has been shown to have a significant impact on the location of major current systems in models assimilating the data (Killworth et al., 2000). For the North Atlantic models described in this report, the mean sea surface height is based on the mean from a three-year integration of the 1/3( North Atlantic and Arctic model, augmented in the Gulf Stream region by a mean state computed from hydrographic data by Singh and Kelly (1997). The latter is thought to better represent the mean path of the Gulf Stream. Hines (2001) contains a detailed discussion of issues surrounding the assimilation of altimeter data within the FOAM system. 

3. Experiments and results

The philosophy adopted in choosing the experiments described in this report was to investigate the impact of the data on real problems encountered in the course of operational oceanography work undertaken at the Met Office. This approach was preferred to that of creating artificial experiments; although these approaches are complementary, the theoretical benefits of the data have been demonstrated elsewhere, and we seek instead to gain an insight into the success of attempts to convert these benefits into tangible impacts on our day-to-day operational activities.
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This approach is not without drawbacks: experiments are necessarily less ‘clean’, and impacts more difficult to discern and explain. There are also limitations that apply to impact studies in general that are relevant here: with a poor assimilation scheme that fails to derive proper benefit from the observations, impacts will be underestimated; if, on the other hand, the data is assimilated  into a model that performs poorly when unconstrained, impacts may be overestimated. However, in order to justify sustaining both the Argo programme and the altimeter data missions it is vital that the theoretical benefits can be realised in operational systems. Despite their limitations, these experiments give an indication of the extent to which this is currently achieved. 

It should also be noted that the observational data are expected to have additional impacts on the forecasting system which are not revealed by experiments of the sort described here. For example, the data are essential for verification of the products of the operational system, and use in improving the estimates of forecast error covariances described in Section 2.2.2.

The impact of the data on three areas of work has been considered. The first experiments investigate the impact on the spin-up of a new high resolution model configuration. There is frequently a requirement for a new FOAM configuration to be set up at short notice, and the work required to spin-up a new model area is time consuming. We therefore investigate the impact of the data on the speed and general quality of the spin-up, and the ability to initialise the mesoscale  features in the model accurately. An increase in the speed of the spin-up without degrading the accuracy represents a significant benefit in terms of saving of staff and computer time; better initialisation of mesoscale features should lead to better quality forecast products for customers.

The second set of experiments investigates the impact of the assimilation of Argo salinity data. These experiments have been carried out using a test-bed that, although running off-line, closely recreates the operational running of the system. The experiments are an essential component of our preparation for the operational assimilation of the Argo salinity data, and will enable us to ensure that we derive maximum benefit from the use of the Argo data. They also provide us with a useful means of assessing the expected impact of the data on the operational system.

The third and final area of work considered is the impact of the data on the real-time operational system. In preparation for an operational upgrade to the FOAM data assimilation system a parallel operational model suite has been running for several weeks. Comparison between output from the parallel runs and that from the current operational model suite gives an insight into the impact derived from the data when using the new assimilation scheme. The upgrade will introduce the assimilation of the Argo salinity data, and hence the assessment of the impact of the salinity data is clear-cut. Increased impact from the Argo temperature data and the altimeter data is a consequence of the improvements made to the data assimilation system, and hence cannot be attributed to the data alone. However, these improvements give an indication of the importance of the assimilation scheme in extracting the maximum benefit from the observations, and would clearly not be achievable were it not for the availability of the data itself.

The three areas of investigation, and the results obtained are described in detail in the following sections. 

3.1  Spin-up runs of 1/9( North Atlantic model

In order to deal with rapidly changing requirements, and as part of the on-going development of the FOAM system, there is frequently a need to spin-up models covering new domains and at new resolutions. This process is both time consuming, and potentially expensive in terms of computing resources. Much of the expense of spinning up models for new domains is dependent on the length of spin-up required: the 6-hourly NWP fluxes need to be reprocessed for the spin-up period; observations need to be extracted and processed; boundary data for new limited area domains needs to be produced (often requiring a run of a hierarchy of nested models); and the spin-up run itself needs to be completed. There is therefore an advantage in minimising the length of spin-up required, whilst ensuring that the quality of the output is not compromised.

Assimilating data is clearly an essential component of the spin-up. The expectation is that new data sources such as the Argo data and the altimeter data should enable the spin-up length to be reduced by constraining the model and forcing it towards a realistic state in a shorter time period, with consequential cost and time savings. Furthermore, the ability of the data to constrain the model during the spin-up gives an indication of the utility of the data for constraining the on-going model evolution following the spin-up. 

3.1.1 Experiment details

The impact of the Argo and altimeter data has been investigated in the spin-up of a 1/9( model of the North Atlantic covering the rotated-coordinate domain shown in Figure 2. The model temperature and salinity fields were initialised from the Levitus et al. (1998) climatology at the start of January 2003, with the model initially at rest. The spin-up was undertaken using boundary data produced by a fully spun-up 1/3( North Atlantic and Arctic model, and using 6-hourly NWP surface fluxes.

The progress of the spin-up through the first 3 months of 2003 is considered. The original spin-up run, which provided an initial state for the daily pre-operational running of the model commencing in June 2003, assimilated all the available temperature profile and altimeter data, as well as both in situ and satellite SST data. All runs used the current operational data assimilation scheme. In order to quantify the impact of the different data types, reruns were then completed with firstly the Argo temperature profile data withheld, and subsequently with the altimeter data withheld. 

3.1.2 Experiment results and discussion

The results of the spin-up runs have been assessed with particular emphasis placed on the quality and speed of the spin-up, and also with consideration of the effectiveness with which the mesoscale features of the ocean state are initialised. 

Figure 3 shows time series of total energy from the three spin-up runs. The run withholding the Argo data has the slowest energy growth, with the total energy reduced by around 10% compared to the run assimilating all of the data. This impact suggests that the data is playing a useful role in accelerating the adjustment of the model to a realistic state of motion. The Argo data influences the model evolution at all depths, and would therefore be expected to have particular impact in the subsurface ocean where the effect of the surface forcing would take time to penetrate. 
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The impact of withholding the altimeter data is much less pronounced, and leads to no systematic increase or decrease in the total energy compared to the run assimilating all the data. This may be in part due to the infrequency with which the altimeter data are used: in the current operational system the data are retrieved and assimilated on one day each week. In addition, previous experience has also suggested that much of the initial impact of the altimeter data works to adjust the model to the mean sea surface height used with the data. This adjustment leads to better quality fields, but would not necessarily increase the energy within the model.

Although indicating the level of activity in the model, the energy levels give no indication of the quality of the model fields. To assess the quality of the thermal fields the model states have been verified against observations valid within 24 hours of the model field validity time which have not yet been used in the assimilation. Root-mean-square (RMS) errors against observations as a function of depth averaged over the first 90 days of the spin-ups are shown in Figure 4. Assimilating all of the data clearly produces the most realistic representation of the temperature fields, with the largest errors found around thermocline depths where the greatest variability is expected, and the smallest errors in the more acquiescent deep ocean. 
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Withholding the Argo temperature data naturally leads to a significant increase in the RMS temperature errors at all depths, and hence clearly degrades the quality of the model fields. Perhaps more surprisingly, withholding the altimeter data also has a small detrimental impact on the temperature fields at mid-depths. In our experience, this is not necessarily the case in models which already have a well initialised temperature field, but this indicates that the altimeter data is making a useful contribution during the spin-up of a new model configuration.

Figure 4 also shows the RMS errors relative to the data for the Levitus et al. (1998) climatology. When the model is unconstrained by the Argo data the RMS temperature errors are larger than those for the climatological fields. Assimilating the Argo data results in the model fields becoming more realistic than the climatology in all but the deep ocean (1000m and below) which we would expect to be the slowest to adjust to a realistic state, particularly given that no data are assimilated below 1000m when using the current operational assimilation scheme. It is clear from Figure 4 that the Argo temperature data and to a much lesser extent the altimeter data contribute to an improvement in the quality of the temperature fields during the spin-up, and that both data sources play a useful role in adjusting the model towards a more realistic state.

One of the main roles of the data is expected to be the initialisation of mesoscale features such as eddies and fronts. Of particular interest in the 1/9( North Atlantic model domain is the initialisation of the position of the Gulf Stream. The Gulf Stream axis, as defined by the 12(C isotherm at 500m depth (Ezer and Mellor, 1997) for the three spin-up runs is shown in Figure 5 for 28th March 2003. Also shown for comparison is a nowcast of the location of the northern wall of the Gulf Stream produced by the NOAA Regional Ocean Forecast System (ROFS). 
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Both the altimeter data and the Argo temperature data can be seen to influence the location of the axis. In the absence of the altimeter data, the model develops pronounced downstream meanders of which there is little evidence in the nowcast fields. The altimeter data appears to be able to reduce the amplitude of these features, and in consequence produces a more realistic field. Withholding the Argo data is seen to have a somewhat smaller impact on the path of the Gulf Stream axis, but the impact of withholding the data is nonetheless detrimental, with the downstream meanders appearing to be out of phase with those seen in the nowcast fields. The spin up run assimilating both data types gives a realistic amount of mesoscale structure in the Gulf Stream, with a reasonable representation of the main downstream meanders.


3.1.3 Conclusions from experiment

Both the Argo temperature data and the altimeter SSH data contribute to improving both the speed and quality of the spin-up of a 1/9( North Atlantic configuration of FOAM. Energy levels spin up much more rapidly  when assimilating the data, and the structure introduced to the model temperature fields is shown to improve the agreement with temperature observations. The altimeter data is shown to improve the initialisation of the mesoscale features in the model fields.

These impacts have been observed using the current operational FOAM data assimilation scheme that we believe extracts less information from the observations than the upgraded scheme. It is likely, therefore, that the benefits gained from using the data, and hence the importance of the data for the spin-up, will be enhanced when using the upgraded assimilation scheme.

The impact of the data should significantly reduce the length of model spin-up required when setting up a new configuration of FOAM, and in consequence should result in a corresponding reduction in the resources required for the spin-up of a new model domain. 

3.2  Investigation of salinity assimilation

As detailed in Section 2, significant developments have recently been made to the data assimilation scheme used in the FOAM system. Operational implementation of these developments is imminent, and will include the introduction of the assimilation of the Argo salinity data. In preparation for this the impact of the salinity data has been investigated in some off-line runs in an operational test-bed system that is configured to reproduce operational-type running as closely as possible.

3.2.1 Experiment details

Experiments have been carried out using the 1( global configuration of the FOAM system that is also run operationally. The model runs were driven by the 6-hourly surface fluxes from the Met Office NWP system, and covered the period from January to May 2003. The initial model state was taken from the equivalent operational model which has been assimilating data since 1997. The runs assimilate Argo data only; no other data types are used.

A run has been completed assimilating both temperature and salinity profiles, then this has been repeated using just the temperature profiles, using just the salinity profiles, and finally assimilating no data at all to provide a control run. Results have been verified against both 

temperature and salinity observations valid within 24 hours of the model validity time that have not yet been assimilated.
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3.2.2 Experiment results and discussion

Figure 6 shows RMS salinity (Figure 6a) and temperature (Figure 6b) errors against observations for the whole global model domain for the final month of the integrations. Both the temperature and the salinity errors are smallest at almost all depths when both temperature and salinity profiles are assimilated. Removing the Argo salinity data and assimilating just the temperature data has little impact on the temperature errors. In contrast, removing the temperature data and just assimilating the salinity data significantly degrades the model salinity field compared to the run assimilating both temperature and salinity. Furthermore, assimilating just the temperature profiles degrades the model salinity field compared to the control run, whilst assimilating just the salinity profiles produces a worse temperature field than when no data are assimilated.

Model salinity field differences from the Levitus et al. (1998) climatology at 1000 m depth are shown in Figure 7 for the four runs. The run with no assimilation (Figure 7a) shows large scale salinity errors relative to climatology throughout the southern hemisphere, and in the North Atlantic and the north-west Indian Ocean. Assimilating only temperature profiles (Figure 7b) has little impact on these large scale errors, and leads to larger salinity errors in a few locations, most notably the tropical Atlantic. Assimilating just the salinity profiles (Figure 7c) leads to a significant reduction in many of the large scale differences. The large errors in the north-west Indian Ocean are mostly eliminated. Those in the North Atlantic, however, are reinforced, but are reduced by the addition of the temperature assimilation (Figure 7d), indicating that it is necessary to adjust both the temperature and the salinity in order to produce a realistic density structure in this region. In the South Pacific, where few Argo floats have been deployed, salinity errors remain even when assimilating both temperature and salinity profiles.

3.2.3 Conclusions from experiment

These results indicate the importance of assimilating both temperature and salinity profiles in order to gain a realistic estimate of the ocean state. This is perhaps unsurprising given that the temperature and salinity taken together enable the determination of the ocean density structure. It does, however, indicate the significant advantage offered by the Argo data over the temperature profiles available from bathythermographs that have, until recently, been the most plentiful source of subsurface ocean observations. Furthermore, the results highlight the danger of damaging the model temperature / salinity structure when assimilating salinity / temperature profiles in isolation.

Much effort continues to be devoted to developing assimilation methods to improve the exploitation of co-located temperature and salinity profiles (e.g. Troccoli and Haines, 2002). The results presented here highlight the importance of such approaches. The anticipated global coverage of co-located temperature and salinity profiles offered by Argo provides an unprecedented opportunity to test and employ such methods to maximum benefit.
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These results also highlight another less directly apparent benefit of the Argo data: for the first time there are sufficient salinity profiles to allow meaningful verification of model results against salinity data. The importance of this use of the data for operational systems should not be underestimated: day-to-day monitoring of the performance of operational systems relies upon statistical measures such as errors against observations, and lack of data has precluded any such monitoring of salinity until now. The ability to rapidly identify deficiencies in the model salinity fields will inevitably make a significant contribution to future improvements in the quality of operational products.

3.3  Impact on operational system

The results presented in Section 3.2 highlight the importance of assimilating both temperature and salinity profiles. With the advent of Argo, this has now become a practical option for the operational FOAM system. In consequence, the imminent upgrade to the operational FOAM system includes the implementation of the assimilation of Argo salinity profiles. The upgrade also includes the introduction of the revised assimilation scheme, and the extension of the assimilation throughout the full depth of the ocean, as described in Section 2. 

In preparation for the implementation of the upgrade, a parallel operational model suite, consisting of the Global 1( and the North Atlantic and Arctic 1/3( rotated-coordinate model, has been running for several weeks. The models in this suite were initialised using fields from the operational models, the suite runs at approximately the same time as the operational model suite each morning, and the models use the same surface forcing. Any divergence between the model states from the parallel and the operational model suites can therefore be attributed to the changes being made to the data assimilation. 

3.3.1 Observed impacts

The most readily observed differences between the models in the two suites can be seen in the model salinity fields, arising from the introduction of the assimilation of the Argo salinity data. Figure 8 shows differences between the 1/3( model salinity fields and the Levitus et al. (1998) climatological salinity fields at 300m depth on 15th September. The operational 1/3( model has been running since January 2001, and has developed a significant large-scale salinity bias at this depth, being too fresh in the North Atlantic, and too saline in the tropical Atlantic. Similar biases are observed in the operational Global 1( model. In the parallel model run, after just six weeks this bias has been largely eliminated, leaving much smaller scale differences. Some of the remaining differences are of moderate magnitude, but the rapid reduction in the large-scale bias that has accumulated over several years of operational running represents a dramatic improvement in the model salinity field. 

Other impacts in the upgraded system are more difficult to attribute to particular data types as the Argo temperature profiles and the altimeter data are already assimilated in the current operational models. However, differences do arise from improvements to the use of the data, and any benefits that are observed would clearly not be realised if the data were not available. It is therefore reasonable to consider these impacts as being indicative of the benefits of the Argo and altimeter data.

Differences arising from the extension of the application of the assimilation to cover all depths are evident, however, and are a consequence of the improved coverage of profiles that extend into the deep ocean. Figure 9 shows differences between the model temperatures and the Levitus et al. (1998) climatology at 1500m depth for the current operational 1/3( North Atlantic and Arctic model (Figure 9a) and the equivalent parallel 
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model (Figure 9b). At this depth in the current operational system the model temperature fields are unconstrained by the data assimilation. The fields show evidence of a large-scale drift away from the climatology with differences of the order of 0.5(C over much of the North Atlantic, with some localised areas with differences in excess of 2(C. In the parallel model, these large scale differences are reduced, and the more extreme localised differences are eliminated. The availability of the Argo profiles below 1000m  is clearly sufficient to constrain the model enough to override the drifts that have amassed over the previous few years of operational running.
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 The impact of the altimeter data in the upgraded system is somewhat harder to discern at this stage using output from the suites running in parallel. This is mainly a consequence of the data delivery schedule for the altimeter data, and the impact that this has on the use of the data. At present the altimeter data is retrieved only once each week from CLS. Due to the infrequency of the data delivery and the time lag between measurement and receipt of the data, all available altimeter data is assimilated on the subsequent analysis cycle. Thus the altimeter data only influences the model on one day each week. CLS now produce data twice weekly, and work will be undertaken later in the year to exploit the improved data frequency. 
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The parallel model suite has been running for six weeks; initial problems with the data processing resulted in two data deliveries being missed; hence only four sets of altimeter data have been used in the parallel model. The impact of the improved use of the altimeter data is therefore limited at this stage. Furthermore, work is still on-going to tune the altimeter data assimilation following enhancements introduced as part of the upgrade to the assimilation scheme. Hence the current configuration of the scheme may not be maximising the benefit derived from the altimeter data.

Figure 10 shows the location of the Gulf Stream axis on 15th September (as represented by the location of the 12(C isotherm at 500m depth) from the current operational model, and the parallel run of the new system. Also shown is a nowcast of the axis location produced by NOAA using their Regional Ocean Forecast System. The Gulf Stream location has been shown in previous work to be strongly influenced by the assimilation of altimeter data (e.g. Ezer and Mellor, 1994). The increased impact of the altimeter data in the new system appears to be responsible for straightening the Gulf Stream axis, and in doing so removing some spurious mesoscale features that are present in the current operational model fields. This is clearly a beneficial impact, but should be treated with some caution at this stage as it is based on just a single example. 

3.3.2 Conclusions

The imminent upgrade to the operational FOAM suite has enabled a direct investigation of the impact of the data on the operational system. Although other impacts may be difficult to attribute to particular data types, the impact of the Argo salinity data is clear. Salinity biases that have developed over several years are significantly reduced within just a few weeks.

The impact of assimilating data at all available depths is also evident. Temperature field drifts that have developed as the model has run unconstrained in the deep ocean are rapidly reversed. The ability to assimilate data at all depth without concerns about detrimental impacts arises only because of the vast improvements in data coverage offered by the Argo programme. 

Finally, there is some limited evidence of beneficial impact arising from the improved use of the altimeter data in the parallel model run. The data appears to be removing some spurious mesoscale features evident in the path of the Gulf Stream axis in the current operational model. However, these results are somewhat preliminary, and further work is under way to configure the scheme to maximise the beneficial impact of the altimeter data.

4. Concluding Summary

Results have been presented from three investigations of the impact of altimeter SSH and Argo temperature and salinity data on the operational FOAM system. In all three cases the data are shown to have beneficial impacts on the FOAM system.

The rate of spin-up of a 1/9( model of the North Atlantic is seen to be increased by both the altimeter and the Argo data, and the resulting model fields are more realistic than when either data type is withheld. Both data types also play a role in constraining the model Gulf Stream to follow a more realistic path. These impacts not only show potential for reducing the costs associated with spinning up a new model, but also indicate the useful role the data will play in ensuring that the model evolution following the spin-up phase continues to provide a good representation of reality.

Investigations of the impact of salinity assimilation in an upgraded version of the FOAM assimilation scheme show that assimilating both temperature and salinity profiles leads to a significant reduction in both the temperature and salinity errors. Assimilating just one of temperature or salinity is seen to have a detrimental impact on the model representation of the other parameter. Furthermore, assimilating just salinity data degrades the model salinity compared to a run assimilating both temperature and salinity. These results highlight the importance of exploiting the co-located temperature and salinity profiles offered by Argo.

Finally, results from a parallel operational model run that employs the upgraded assimilation scheme, and assimilates the Argo salinity data, shows that after just a few weeks of assimilation the impact of the Argo salinity profiles is evident in the deep  ocean where biases that have accumulated over several years are largely eliminated. Improved use of the altimeter data also appears to improve the representation of the Gulf Stream path in the model.

These investigations illustrate the impact of the altimeter and Argo data on the operational FOAM system, and indicate the extent to which the theoretical benefits of the data are realised in the current FOAM system. Further experiments are planned that will investigate these benefits in greater detail, including an assessment of the impact upon the forecasts produced by the operational system.
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Figure 1: The operational FOAM core model domains. (a) Global 1( model; (b) North Atlantic and Arctic 1/3( model. Field plotted is model ocean depth in metres.





Figure 2: 1/9( North Atlantic model domain. Field is model ocean depth in metres.
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Figure 4: RMS temperature errors for first 3 months of spin-up runs.





Figure 5: Gulf Stream axis on 28th March 2003. Dots are axis from NOAA ROFS.
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Figure 6: RMS errors against (a) salinity and (b) temperature observations for global model for May 2003.
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Figure 7: Difference between monthly mean model salinity for May 2003 and Levitus May climatological salinity (PSU) (model - Levitus) at 1000m depth. (a) No assimilation; (b) assimilating temperature profiles only; (c) assimilating salinity profiles only; (d) assimilating temperature and salinity profiles.
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Figure 8: Salinity differences from Levitus climatology (PSU) (model - Levitus) at 300m depth on 15th September 2003. (a) Current operational 1/3( model; (b) parallel upgraded operational 1/3( model.
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Figure 9: Temperature differences from Levitus climatology ((C) (model - Levitus) at 1500m depth on 15th September 2003. (a) Current operational 1/3( model; (b) parallel upgraded operational 1/3( model.








Figure 10: Gulf Stream axis on 15th September 2003. Dots are axis from NOAA ROFS.





Figure 3: Time series of total energy from the first 100 days of the three spin up runs of the 1/9( North Atlantic model.
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